
Welcome to the class of  

Web Information Retrieval ! 

ZHANG Min 

z-m@tsinghua.edu.cn  

mailto:z-m@tsinghua.edu.cn
mailto:z-m@tsinghua.edu.cn
mailto:z-m@tsinghua.edu.cn


Coffee Time 

http://images.google.com/imgres?imgurl=http://jkontherun.blogs.com/jkontherun/WindowsLiveWriter/coffee_man.gif&imgrefurl=http://jkontherun.blogs.com/jkontherun/coffee_break/&h=480&w=421&sz=5&hl=zh-CN&start=22&um=1&tbnid=giD4cD3Pf7g5JM:&tbnh=129&tbnw=113&prev=/images?q=coffee&start=20&ndsp=20&um=1&hl=zh-CN&lr=&newwindow=1&sa=N


 

IR fundamental techniques 3 

Jeopardy:  An American TV show 

      Requires the players to suss out the subtleties of language from  

jokes and puns to irony and anagrams 



 IBM Watson @ Jeopardy 
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 February 14, 15, and 16, 2011  

 Jeopardy's two biggest champions 

 Brad Rutter (right):  

 Won a whopping $3.25 million playing Jeopardy, the most cash 

ever awarded on the show.  

 He is a Johns Hopkins University dropout 

 Ken Jennings (left):   

 Holds the title for longest Jeopardy winning streak, with 74 

consecutive wins in 2004.  

 He holds degrees in computer science and English, from 

Brigham Young University, and an international BA diploma from 

Seoul Foreign School. 
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 IBM Watson won the Jeopardy 
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 http://domino.watson.ibm.com/library/cyberdig.nsf/papers/D12791EAA13BB95

2852575A1004A055C/$File/rc24789.pdf     

     Towards the Open Advancement of Question Answering Systems  

Final:  

$77,147 

to 

$21,600 & 

$24,000. 
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 IBM Watson  

 In development for 4 years 

 Runs on 90 servers 

 Does not connect to the Internet 

 Search on a large scale knowledge base 

 Trained with previous questions and games 

 With Jeopardy players: 77 (2009) +  55 (2010, winners) 

 Category: US Cities 

 Its largest airport was named for a World War II hero; 

its second largest, for a World War II battle.   

 What is Chicago / Toronto ? 
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Technical requirements 

 Answers to questions on any topic 

 Science, geography, popular culture … 

 Accuracy: not only an answer, but a confident right 

answer 

 Speed: within 3 second or less 

IR fundamental techniques 7 

 Advanced linguistic understanding 

 Parser complex sentences, recognize and understand jokes, 

metaphors, puns and riddles 

 Real time analysis of questions 

 Learn from mistakes 

 Be prepared to handle the unexpected … 



Techniques involved -- DeepQA 

 A massively parallel probabilistic evidence-

based architecture for answer questions 

 Non-database approach 

 Deep text analytics 

 NLP and statistical NLP 

 Machine learning 

 Formulating parallel hypotheses with confidence score 

 Voting, Question interpretation… 

 Search  

 Risk assessment 

 Hadoop and UIMA 
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Introduction on IR fundamental 

techniques (II) 
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Overview: search engine architecture 

WWW 

Crawler(s) 

Page Repository 

Indexer  
Module 

Collection 
Analysis  
Module 

Query  
Engine 

Ranking 

Client 

Indexes : Text 
Structure Utility 

Queries Results 
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Overview: Basic IR procedure 

 Data acquisition 

 How to collect fulfill resources? 

 Document and query indexing 

 How to represent their contents? 

 Ranking  

 How to measure the (ordered) relevance between a document and 

the query?  

 System evaluation 

 How good is a system? Are the retrieved documents relevant and 

useful? 
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Overview 

 Basic IR procedure 

 Data acquisition 

 On the Web: Crawler 

 Indexing 

 Ranking 

 System evaluation 

History 

Frontier 

Seeds 

A challenging problem:  to build a high-performance system that 

can download hundreds of millions of pages over several weeks 



Overview: Web Crawler Architecture 
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• Breadth-first or Depth-first? 

• Priority 

• Timeout 

• Interruption and restart 

• Network bandwidth  

• Resource balance 

• …… 
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What any crawler must do 

 Be Polite: Respect implicit and explicit politeness 

considerations for a website 

 Explicit politeness: specifications from webmasters on 

what portions of site can be crawled 

 robots.txt 

 Implicit politeness: even with no specification, avoid 

hitting any site too often 

 Be Robust: Be immune to spider traps and other 

malicious behavior from web servers 
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What any crawler should do 

 Be capable of distributed operation: designed to run on 

multiple distributed machines (data coverage) 

 Be scalable: designed to increase the crawl rate by adding 

more machines 

 Performance/efficiency: permit full use of available processing 

and network resources (minimize server loads) 

 Fetch pages of “higher quality” first (index “good” pages, no 

duplicates) 

 Continuous operation: Continue fetching fresh copies of a 

previously fetched page (always keep “fresh” pages) 

 Extensible: Adapt to new data formats, protocols 
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Current Challenging Topics 

 Topic-specific crawling (focused crawler) 

 Web 2.0, Dynamic pages, new UI techniques 

 Crawling the deep / hidden / invisible web 

 Crawling the real time data (e.g. Twitter, Weibo, …) 

 …… 
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Recommended open source crawlers 

 Heritrix 

 https://webarchive.jira.com/wiki/display/Heritrix/Heritrix  

 Nutch (A web search engine software) 

 Crawler 

 Indexer and search system 

 http://nutch.apache.org/  

 GNU Wget  

 A free software package for retrieving files using HTTP, HTTPS 

and FTP 

 http://www.gnu.org/software/wget/  
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Outline  

 What is IR? 

 Basic IR procedure 

 Data acquisition 

 Indexing 

 Ranking 

 System evaluation 
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Why indexing? 

 Search and fast access to the content (in 

Nature Language, multimedia, etc.) 

 Possible approaches: 

1. String matching (linear search in documents) 

 - Slow 

 - Difficult to improve 

2. Indexing 

- Fast 

- Flexible to further improvement 
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Why indexing? 

 Goal = Find the important concepts and create 

an internal representation 

 Factors to consider: 

 Accuracy to represent concepts (semantics) 

 Facility for computer to manipulate 

 What is the best representation of concepts? 

  Keywords are a simple and effective way, 

  but not the most precise. 
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Why indexing? 

 What is the best representation of concepts? 

  Keywords are a simple and effective way, 

  but not the most precise. 

 Not all information need can be expressed by 1 or some 

keywords 

 e.g. “to be or not to be” 

 Not all terms are useful.  

 e.g. What is the URL of Google search engine? 

 e.g. Computer problem. Error code : 0x00041 

 But it is still the most dominant representation in the state-

of-art IR systems 
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Indexing-based IR 

  Raw data                                   Information request 

 

        data acquisition                     user modeling 

 

  Document                  Query 

 

   indexing                            consistency 

                                                              processing 

  Representation    Representation 

 (keywords) retrieval         (keywords) 
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Result of indexing – inverted index 

 Each document corresponds to a set of weighted 
keywords: 

  D1 ­ {(t1, w1), (t2,w2), é} 

 

 Inverted file: 
      t1 ­ {(D1,w11,[p11]), (D1, w12, [p12]), é,    (Di,wi1,[pi1]), éé} 

 Inverted file is used during retrieval for higher efficiency. 

     p: the term position in the document 

    D: document,  t: selected term,    w:  term weights 
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Inverted Index Example 

This is a sample  

document 

with one sample 

Sentence. 

Doc 1 

This is another  

sample document. 

Doc 2 

Dictionary  Postings 

Term # 

docs 

Total 

freq 

This 2 2 

is 2 2 

sample 2 3 

another 1 1 

… … … 

Doc id Freq 

1 1 

2 1 

1 1 

2 1 

1 2 

2 1 

2 1 

… … 

… … 
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Data Structures for Inverted Index 

 Dictionary: modest size 

 Needs fast random access 

 Preferred to be in memory 

 Hash table, B-tree, Trie, … 

 Postings: huge 

 Sequential access is expected  

 Can stay on disk 

 May contain docID, term freq., term pos, etc 

 Compression is desirable 

 Exploit skewed frequency distribution: fewer bits for small (high 

frequency) integers 
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Constructing Inverted Index 

 The main difficulty is to build a huge index with 

limited memory 

 Memory-based methods: not usable for large 

collections  

 Sort-based methods:  

 Step 1: collect local (termID, docID, freq) tuples 

 Step 2: sort local tuples (to make “runs”) 

 Step 3: pair-wise merge runs 

 Step 4: output inverted file 
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Sort-based Inversion 

... 

Term 

Lexicon: 
 

the 1 

cold 2 

days 3 

a 4 

... 

DocID 

Lexicon: 
 

doc1 1 

doc2 2 

doc3 3 

... 

doc1 

doc2 

doc300 

<1,1,3> 

<2,1,2> 

<3,1,1> 
...  

<1,2,2> 

<3,2,3> 

<4,2,2> 

… 

…… 

 

…… 

 

<1,300,3> 

<3,300,1> 

... 

Sort by doc-id 

Parse & Count 

<1,1,3> 

<1,2,2> 

<2,1,2> 

<2,4,3> 

... 

 

<1,5,3> 

<1,6,2> 

… 

 

 

 

<1,299,3> 

<1,300,1> 

... 

Sort by term-id 

ñLocalò sort 

<1,1,3> 

<1,2,2> 

<1,5,2> 

<1,6,3> 

... 

<1,300,3> 

<2,1,2> 

… 

 

 

 

 

<5000,299,1> 

<5000,300,1> 

... 

Merge sort 

All info about term 1 
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... 
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 In many cases, you don’t need to index every term. 

 Filter out stopwords/function words (that are 

meaningless)    e.g. of, in, about, I, é 

 Remove insignificant differences by word stemming (or by 

applying some morphological transformation - 

lemmatization), in order to increase recall 

 transforming ­ transform transformation ­ transform 

 computer ­ comput  computes ­ comput 

 (crucial to choose stemming rules to avoid much noise) 

Term selection (before indexing) 
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Homework  

 How many ways can you find to prevent your 

website from being indexed by Search Engines? 
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Submission deadline: by March 7. 

on http://learn.tsinghua.edu.cn    
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